 Data Models

· A data model is a graphical representation, almost always simplified, of the data pertaining to some complex reality. 

· The Entity - Relationship model models reality in terms of Entities (things), Attributes (characteristics of things), and the Relationships among them.

· Several important deficiencies of the E/R model are its lack of constructs for modeling time and multi-dimensional space, both of which can be important in business applications.

· Data models are the information from which we generate the database. They also play important reference and maintenance roles.

· Most CASE tools generate the database definition statements directly from a graphical data model. 

Logical vs. Physical Models

Logical models focus on what the data is.

· Logical data models, such as the E/R model, represent data structures in a form that is independent of how the data is or will be stored and therefore independent of any data access and manipulation concerns.

· Implementation independence permits the data model to be useful regardless of the implementation platform.  It facilitates the comparison of data models from various organizations or parts of the same organization. This is important when attempting to integrate systems. 

· The E/R model is a logical data model.

Physical models focus on how the data is stored.

· In contrast to logical models, implementation data models focus on how data will be stored. They are concerned with specifying access methods and data manipulation languages.

· The relational data model is an implementation data model. Its modeling constructs are:
· Data storage structures (relations, tuples, attributes) and 

· Structures for implementing relationships and various constraints (foreign keys, referential integrity, domains ...) 

· Because it is an implementation model it also has a data definition and manipulation language associated with the available storage structures.

E/R Modeling Constructs

The basic constructs of the E/R model are entities, attributes, and relationships. 

· Extensions to the basic E/R model include:

· Generalization hierarchies

· subtypes and supertypes

· Exclusivity constraints on relationships

· an instance of an entity type may be related to only one of several possible other entity type instances

· Weak entity types

· an instance of a weak entity type does not contain enough data to be uniquely identified.  It must use the identifier from another entity type in addition to one or more of its own attributes in order to be uniquely identified.

Entities

Entity types

· Entity types represent classes of real-world objects of interest to the system or the user. 

· Employee, Customer, Product, Sale

· Entity types are represented in the E/R model by rectangles or “rounded” rectangles.

Entity Instances

· Entity instances are not represented in the E/R model.

· In logical data modeling we are modeling or representing the intension of the database, the relatively stable structure of the data.

· We are not modeling the extension of the database.

Attributes

· Attributes are the characteristics of entities that are of interest to the user of the database or the system as a whole.

· The collection of attributes associated with any entity type establishes the logical structure of the entity type. The attributes associated with an entity type provide an operational definition of the entity type. 

The collection of attribute values for one instance of an entity type defines that instance to the system. 

	Employee
	Computer Platform
	Product
	City

	
	
	
	

	LastName
	Name
	ProdID
	Name

	FirstName
	Manufacturer
	ProdName
	

	SIN
	
	ProdDescription
	

	
	
	
	


Composite Attributes

A composite attribute is an attribute that is (can be) further decomposed into other attributes.   E.g. Name can be broken down into two, ‘atomic’ attributes, First_Name and Last_Name.

Multi-valued Attributes

A multi-valued attribute can take on more than one value for the same entity instance.  An Employee may have several Skills of interest to the company. 

Relationships

· Relationships represent how instances of different entity types are related to one another. 

· Relationships are represented by a line connecting the related entities. Sometimes a diamond containing the relationship name is placed on the line.

· A relationship name is usually a verb.

	Employee
	
	City

	
	
	

	LastName
	Works in(
	# Name

	FirstName
	
	

	
	
	# Province

	# SIN
	
	

	
	Has Working in it(
	Population

	Skill…
	
	

	
	
	

	
	
	


The Degree of a relationship

Every entity type must participate in at least one relationship. It is not permissible to have entity types on the E/R diagram that do not participate in a relationship with at least one other entity type.

Any entity may participate in more than one relationship. An entity may have different relationships with many other entities.

If there are N files in a database, there must be N-1 relationships

Cardinality is a characteristic of a relationship that specifies how many instances of one entity type are related to how many instances of another entity type. 

· A Customer is located in at least 1 and at most 1 Sales Area.

· A Sales Area may contain 0 or many Customers.

· A Product Is a member of one and only one Product Group.

· Each Product Group contains at least one and potentially many products. 

Cardinality specifies an entity instance’s participation in a relationship. 

· MIN = 0 means participation in the relationship is optional

· Some Product Groups contain no Products.

· MIN = 1 means participation in the relationship is mandatory

· Each Product belongs to at least one Product Group. 

· MAX = 1 means only one instance of the other entity can be associated with one instance of this entity at any point in time.

· A Product may belong to at most one Product Group. 

· MAX = n means more than one instance of the other entity can be associated with one instance of this entity

· A Product Group may contain many Products. 

A One to One relationship

· Each Sales Rep can have one and only one payroll record.

A One to Many relationship

· Each Product Group can contain many Products.

· Each Product is a member of only one Product Group.

A Many to Many relationship

· Each Item can be supplied by many Suppliers.

· Each Supplier can supply many Items.

Coverage properties of generalization hierarchies

(if a file is broken down into sub-files)

· Coverage is partial if at least one instance of the generic entity is not an instance of any of the subset entities.

· The coverage of a generalization is total if each instance of the generic entity is also an instance of least one subset entity.

· Coverage is exclusive if each instance of the generic entity is an instance of at most one subset entity.

· Coverage is overlapping if an instance of the generic entity can be an instance of more than one subset entity. 

· All generalization hierarchies are (Partial OR Total) AND (Exclusive OR Overlapping)

“Normalizing” the E/R Diagram

· Normalization is a set of criteria for arranging the physical structure of a data file in order to avoid certain insertion and deletion problems. 

· To facilitate this implementation we will “normalize” the E/R diagram. This involves:

1. Eliminating all multi-valued attributes

2. Eliminating all many to many relationships

3. Put each table through the CRUD matrix

1) Eliminate Multi-valued attributes

1. Make the multi-valued attribute an entity type.

2. Include the multi-valued attribute as an attribute of this entity type.

3. Establish a 1:n relationship between this new entity type and the entity type from which the multi-valued attribute was taken.

OR

4. Establish a m:n relationship between this new entity type and the entity type from which the multi-valued attribute was taken.

5. Go back and solve as M to N relationship.

2) Eliminate M:N (many to many) relationships

1. Create an intersection entity with a meaningful name.

This is a new entity type that will reside between, or intersect, the two entity types participating in the M:N relationship.

2. The primary key of the intersection entity is the combination of the primary keys of the entities it intersects.

3. Add the relationship cardinalities. In general, they will be (1,1) on both sides of the intersection entity. Verify that there are no remaining, hidden M:N relationships.

3) CRUD Event Analysis

· CRUD Event analysis is a technique for interfacing the process model and the data model.

· It is also a means of performing a quality check on each. 

· An event analysis relates processes to entity types by way of four fundamental events that processes perform on instances of entity types:

· Create an instance of the entity type

· Read an instance of the entity type

· Update an instance of the entity type

· Delete an instance of the entity type

Using CRUD Matrix

· Verify that each entity type is the subject of each event by at least one process.

· Data must be created, updated, deleted somewhere. 

· If data is never read by any process then we should review our logical model and the need for that entity type (or are we missing a process)

· Verify that each process performs at least one of the four events on at least one entity type.

· If a process does not at least read at least one data item then we should question its utility (or determine if we are missing an entity type).

· If too many processes create, update, and delete the same entity type we may need to revisit systems design and re-assess modularization of programs.

	CRUD Matrix
	Process 1
	Process 2
	Process 3
	Process 4
	Process 5

	Entity Type 1
	C, D
	U
	U
	
	R

	Entity Type 2
	R
	R
	R
	
	R

	Entity Type 3
	C
	R
	U
	
	C, D

	Entity Type 4
	R
	U
	U
	
	U

	Entity Type 5
	C, R, U
	C, R, U
	C, R, U
	
	C, R, U
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